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Abstract General circulation models (GCMs) provide reliable simulations of global- and continental-scale
atmospheric variables, yet have limited skill in simulating variables important for water resource manage-
ment at regional to catchment scales. GCM simulations suffer from a range of uncertainties leading to tran-
sient (changing over time) and systemic (consistent over time) biases in the output when compared to
observed records. An important GCM bias in managing water resources infrastructure is the underrepresen-
tation of low-frequency variability a characteristic central to the simulation of floods and droughts. This
study presents a performance metric, the aggregated persistence score (APS), which is used to assess the
reliability of GCMs in simulating low-frequency rainfall variability. The APS identifies regions where GCMs
poorly represent the amount of variability seen in the observed precipitation. This study calculated the APS
at monthly aggregations for GCM precipitation as well as GCM precipitation that was bias-corrected to bet-
ter represent low-frequency variability. It was found that there were (1) large spatial variations in the skill of
GCMs to capture observed rainfall persistence, (2) widespread undersimulation of rainfall persistence char-
acteristics in GCMs, and (3) substantial improvement in rainfall persistence after applying bias correction.

1. Introduction

Simulating hydrological variables under enhanced greenhouse gas emissions using general circulation
models (GCMs) is essential for hydrological impact assessment [Fowler et al., 2007; Giorgi et al., 2001; Ines
and Hansen, 2006]. Unfortunately, GCM precipitation simulations are less robust than other GCM fields, such
as temperature. For example, precipitation simulations fail to replicate some characteristics of observed
twentieth century precipitation [Goddard et al., 2001; Perkins et al., 2007; Sun et al., 2006], differ substantially
across GCMs for future simulations [Johnson and Sharma, 2009], and fail to adequately capture important
precipitation characteristics such as persistence [Johnson et al., 2011].

Persistence is defined as the occurrence of sustained anomalies of above- or below-average rainfall and in
this context, can also be termed low-frequency or interannual variability [Mehrotra and Sharma, 2007; Sen
et al., 2003]. In regions which are affected by strong interannual variability, the design of engineering infra-
structure needs to consider this mode of variability. This variability can affect reservoir storage capacity,
average return periods of large floods, and drought severity [Sen et al., 2003]. In general, large-scale hydro-
logical systems tend to eliminate high-frequency fluctuations in rainfall [Carpenter and Georgakakos, 2001]
and are dominated by the low-frequency anomalies which drive hydrological stress and increase the need
for multiyear storage buffers. Conversely, rainfall persistence characterized by sustained periods of heavy
rainfall and flooding can be very costly to communities and the environment through increasing the need
for flood mitigation measures.

Persistence in observed precipitation can be attributed to a range of factors including large-scale telecon-
nections such as El Ni~no Southern Oscillation (ENSO) [e.g., Leung et al., 1999], the Indian Ocean Dipole (IOD)
[e.g., Izumo et al., 2010; Saji et al., 1999], and the Interdecadal Pacific Oscillation (IPO) [e.g., Power et al.,
1999]. Historically, GCMs have not adequately represented the magnitude and occurrence of these interan-
nual cycles [AchutaRao and Sperber, 2006; Bellenger et al., 2013; Block and Rajagopalan, 2007; Charles et al.,
1999; Davey et al., 2002; Denault et al., 2006; Goddard et al., 2001; Koutsoyiannis, 2003; Mearns et al., 1990;
Mehrotra and Sharma, 2010] which has implications for the precipitation characteristics the models
simulate.
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There are two common classes of methods for identifying persistence characteristics in time series: those
which measure autocorrelation and those which perform a Fourier, wavelet, or other transformation. The
current study focuses on the former approach, of which a common example is the Hurst [1951] exponent.
This technique breaks a time series into a number of subseries samples of increasing length and calculates
the rescaled range (i.e., range divided by the standard deviation) of each subseries. The Hurst exponent is
then given by the slope of the logarithm of the rescaled range over the logarithm of the number of ele-
ments in each subseries [Hurst, 1951; Hurst et al., 1965; Kleme, 1974; Koutsoyiannis, 2003]. It is based on the
idea that standard deviation increases with increasing time series length, at a greater rate if the time series
contain persistence. Very long annual time series are required to produce a valid Hurst exponent [see Vogel
et al., 1998] and this method is therefore not appropriate to use for many GCM simulations.

Here we present an alternative metric of persistence, related to the Hurst exponent. This measure has been
specifically designed to compare monthly GCM simulations to observations and identify differences
between their representations of the low-frequency variability. We use the same underlying logic of the
rescaled range: as we aggregate over longer time periods standard deviations go up, whether there is per-
sistence or not. If there is persistence then the rate of increase is measurably faster than if there is none (see
section 2.2 for full methodology). We have termed this metric the aggregated persistence score (APS) and
have used it in this paper to achieve the following objectives: (1) evaluate GCM rainfall persistence charac-
teristics and compare them against rainfall observations over different time aggregation periods, (2) identify
any systematic regional precipitation persistence biases in GCMs, and (3) evaluate the improvement in pre-
cipitation persistence resulting from applying nested bias correction (NBC) [Johnson and Sharma, 2012], a
GCM postprocessing technique which explicitly corrects biases at multiple timeframes. The results reported
in this paper use the APS to assess the relative ability of GCMs to capture observed low-frequency
variability.

The rest of this paper is structured as follows. The next section presents the data and methods used to mea-
sure persistence in this study. Section 3 presents the results, while the following section discusses in detail
various factors that have the potential to affect the results. The last section formulates the main conclusions
of this work and outlines the challenges that lie ahead for further research.

2. Methods

2.1. Data Sources
Precipitation simulations of the twentieth century (20c3m) from 23 of the global coupled atmosphere-
ocean general circulation models made available by the World Climate Research Program (WCRP) Coupled
Model Intercomparison Project phase 3 (CMIP3) [Meehl et al., 2007] were used in this study. To maintain sim-
plicity in the analysis and presentation, only the first GCM run was used when multiple ensemble runs were
available for an individual GCM. Biases associated with choice of ensemble run are known to effect precipi-
tation simulations (for a recent example, see Woldemeskel et al. [2012]); however, when addressing climato-
logical statistics, such as those we present here, these initial condition biases are assumed to be
insignificant. Observational data were obtained from the Global Precipitation Climatology Centre’s (GPCC)
Full Data Analysis Product Version 5 (accessible at ftp://ftp-anon.dwd.de/pub/data/gpcc/html/fulldata_
download.html). This monthly precipitation product is available globally from 1901 to 2009 and uses
approximately 64,000 land-based stations. Of the three available GPCC products, this analysis used the
product with surface resolution of 1� latitude/longitude. To compare with observations, land masks were
applied to each GCM such that land was identified where land fractions were greater than a quarter of a
cell. The GCMs and GPCC product were interpolated to a common grid of 2.5� latitude/longitude resolution
using bilinear interpolation. A time period of 47 years from January 1951 to December 1997 was used in
this analysis.

2.2. APS Methodology
The APS score was formulated using the same logic as the rescaled range. We know that regardless of
whether persistence is present, as longer time periods of monthly rainfall are aggregated together the
standard deviation of these aggregations increases. However, if persistence is present then the rate of
increase of the aggregation’s standard deviation is measurably faster than if there is no persistence. The
APS measures the magnitude of these differences.
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Calculation of the APS is carried out in two
steps: (1) calculate the differences in stand-
ard deviations at each aggregation period
and divide this by a scaling factor and (2) cal-
culate the APS through averaging these dif-
ferences over the aggregation periods.
Figure 1 illustrates the first step, which
shows Ai representing the difference
between the observed and modeled stand-
ard deviations for one time scale i and Bi rep-
resenting the width of the confidence
interval of the ‘‘no-persistence case’’ (dis-
cussed below). The confidence interval was
used to scale the standard deviation differ-
ences to allow for a fair comparison between
different length aggregation periods. This is
because we need a factor that accounts for
the increase in rainfall standard deviation for

longer time scales even when there is no persistence. The ratio of Ai to Bi is termed the scaled deviance
(SDi) and is defined mathematically in equation (1):

SDi5
Ai

Bi
5

SðiÞGCM2SðiÞobs

Bi
(1)

where S(i) is the standard deviation of the ith aggregation period for both GCM and observation and Bi is
the reference no-persistence confidence interval of the standard deviation for the same aggregation period
i.

The reference no-persistence confidence interval (Bi) was estimated by creating 100 random samples from
the observed rainfall data which had low-frequency variability removed. This was achieved by sequentially
bootstrapping without replacement from 12 monthly bins containing each month’s data points. This pro-
cess leads to randomized time series which contained seasonal variability but lacks interannual persistence.
The standard deviation for each of these 100 samples was calculated at each aggregation period separately,
and Bi was determined as the 90% confidence interval (or the difference between the 95th and the 5th per-
centile) of the standard deviations at each aggregation period i. The confidence interval of the standard
deviations was chosen in this formulation in preference to the aggregated data’s range, which is used in
the Hurst coefficient, because the former is less sensitive to outliers and hence desensitizes the SDi (and the
APS) to outliers.

As the SDi is calculated as the difference between the S(i)GCM and S(i)Obs at each aggregation period i, the
method is not able to discriminate if persistence bias is a result of the GCM underrepresenting (overrepre-
senting) or the observations overrepresenting (underrepresenting) persistence. As mentioned, this scaled
deviance (SDi) value is similar to the rescaled range [Hurst, 1951; Hurst et al., 1965; Kleme, 1974], but it allows
direct assessment of whether a GCM is correctly simulating persistence characteristics at each aggregation
period i, regardless if the data are seasonal or relatively short in length.

How does the SDi differentiate low-frequency variability? To show that the logic behind the SDi (and subse-
quently the APS) picks up differences between low- and high-frequency variability we analyze two simple
models with known modes of variability: the autoregressive order 1 model (AR(1)) and the autoregressive
moving average model (ARMA(1,1)). These two models have specific modes of temporal variability defined
by their autoregressive (AR) and moving average (MA) parameters, and this analysis defines low-frequency
variability as the difference between these two models. We chose a selection of grid cells in which the
ARMA(1,1) model produced an MA coefficient with absolute magnitude around one. The time series at
these locations were standardized to remove monthly variability, and then AR(1) and ARMA(1,1) models
were fitted using the ARIMA package in R [Wuertz et al., 2012] using default options. One hundred realiza-
tions of both AR(1) and ARMA(1,1) models were simulated. The standard deviations were calculated and

Figure 1. Illustration of SDi calculation of two aggregation periods. Ai is the
difference between the GCM and observed standard deviation,

SðiÞGCM2SðiÞobs , and Bi is the width of the 90% no-persistence confidence
interval at each aggregation period i. The resulting APS in this case would
be negative.
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compared for each realization, and the aver-
age simulation is presented in Figure 2. Here
we see the increase in the standard deviation
is much greater for the ARMA(1,1) model
than for the AR(1) model. The standard devia-
tion of the aggregation periods increases at a
faster rate when there are longer-term per-
sistence characteristics, imparted by the MA
coefficient, in the time series than when this
persistence is missing. These results were
replicated for every cell considered with an
MA coefficient with absolute magnitude
around one. When the differences in these
standard deviations at each aggregation
period are scaled against the no-persistence
control (not shown) and the average is taken,
the SDi will be positive.

The differences between the SDi of the AR(1)
and the ARMA(1,1) models are quite intuitive

to understand. Standard deviations will always increase when you sum rainfall over longer periods. When we
have persistence we expect the periods of low and high rainfall to be grouped together so when we add
over longer periods we get bigger variation, than when the low and high rainfalls are more randomly distrib-
uted in time. The fact that the SDi identifies these differences is the basic premise in developing the APS.

Before we describe the final process used to calculate the APS we need to cover two important steps in the cal-
culation of the SDi: preprocessing GCM data and the identification and application of aggregation periods. All
GCM output was preprocessed, or standardized, so that the mean and standard deviation for each cell’s rainfall
simulations matched the observed values. This was performed on data at the monthly time scale for each cell
before aggregation. The purpose of this standardization was to remove monthly bias in the raw GCM simula-
tions. In doing this we can assess persistence characteristics independently of errors in the mean and standard
deviation of raw GCM simulations. The APS was also calculated using raw GCM simulations (as well as those
standardized as above), but the results were found to be too strongly affected by biases in the monthly raw
GCM precipitation simulations, particularly in mountainous and desert regions. These same regions have been
reported previously as portraying anomalous GCM precipitation simulations [Dai, 2006; Grillakis et al., 2013; Sun
et al., 2006]. These findings confirmed our belief that monthly rainfall biases need to be removed prior to
assessing persistence in the simulations. Similar conclusions were made by Johnson and Sharma [2011] where
the wavelet analysis was based on monthly anomalies to remove any biases at this time scale.

The final step in calculating the APS simply relates to averaging the SDi differences over all aggregation
periods. The SDi was calculated using temporal aggregations from 24 to 60 months by considering 1 month
time steps. The first time series are at temporal aggregations of 24 months, the second at temporal aggre-
gations of 25 months, and the last with temporal aggregations of 60 months, producing 37 time series in
total. In calculating these temporal aggregations, monthly time series were summed sequentially, from the
start date. In theory longer temporal aggregation periods would be possible provided an adequate record
length exists; the 47 year record used in this case allowed for nine data points in the 60 month aggregation
and was similar to other aggregation-based studies [see, for example, Mehrotra and Sharma, 2012].

The primary APS metric we define is used to describe the average SDi over all aggregation periods and is
formulated in equation (2):

APS 5
1
i

X
i

SDi (2)

where i is the number of aggregation periods and SDi is the scaled deviance at each period. This APS gives
a value of the overall performance of the comparison of SDis between the GCM and observations for each
grid cell.

Figure 2. Mean of the standard deviations of 100 realization from 24 to 60
month aggregation periods for ARMA(1,1) (solid line) and AR(1) (dashed
line) when the absolute value of the MA coefficient in the ARMA(1,1) model
was close to one.
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To summarize measures of overall GCM performance, we also define three additional APS metrics which
average the SDis over all aggregation periods and all grid cells. The second metric, the APSabs, shown in
equation (3), calculates the average of the absolute value of the SDis over the aggregation periods and grid
cells, to get an understanding of the overall difference in GCM and observation persistence characteristics:

APSabs5
1
n

X
n

1
i

X
i

jSDij3100

 !
(3)

where n is the number of grid cells, i is the number of aggregation periods, and jSDij is the absolute value
of the SD at aggregation period i.

In addition, the APS can be calculated by considering just the cases where the GCM is oversimulating
(undersimulating) persistence by separating out the positive (negative) SDi components as shown in equa-
tion (4) for the APSpos (oversimulation case) and equation (5) for the APSneg (undersimulation case):

APSpos5
1
n

X
n

1
i

X
i

SD1
i 3100

 !
(4)

APSneg5
1
n

X
n

1
i

X
i

SD2
i 3100

 !
(5)

where SDi
1 and SDi

2 represent the positive and negative SDi values, respectively.

The primary APS metric is used to identify if an individual grid cell is oversimulating or undersimulating per-
sistence. The APSabs assesses the overall performance of each GCM without considering if persistence is
oversimulated or undersimulated. The APSpos and APSneg can be used to identify the proportion of landmass
which represents persistence biased in a particular direction and indicate if these biases are regionalized or
global in nature.

2.3. GCM Precipitation Bias Correction
The APS methodology was used to evaluate both GCM output (GCM) and the output obtained after the use
of a recently developed nested bias correction procedure (GCM_NBC) that is designed to correct low-
frequency variability biases [Johnson and Sharma, 2012].

The NBC procedure is designed to transform GCM simulations to represent the observational period in a
manner that ensures accurate representation of order 1 and 2 moments and Markov order 1 dependence
characteristics at multiple time scales of interest. The procedure starts off with the finest time scale (monthly
in the current implementation) and proceeds to coarser scales (annual here). At each scale it fits an AR(1)
model to the observed data and the simulations, notes the difference in parameters between the two, and
formulates a postprocessor that corrects for this difference. It then transforms the simulations using the
same AR(1) model as the observations. This postprocessor uses the means, standard deviations, and the
lag-1 autocorrelation for both observations and simulations. Once the series has been modified, it is aggre-
gated to the next higher time scale, and the procedure repeated. This way, once the bias has been cor-
rected, the resulting series resembles the assumed AR(1) model structure across all time scales that have
been corrected. While the approach can include as many nesting levels as needed or more sophisticated
autoregressive models, for simplicity, the application here uses the options described above. Readers are
referred to the NBC papers for more details about its implementation [Johnson and Sharma, 2011, 2012].

Due to the form of the NBC adopted here, we only consider the APS for aggregation periods of at least 2
years. Since the NBC corrected annual rainfall statistics to match observations there is limited interest in the
results at this time aggregation. For longer periods we expect that the NBC should improve the representation
of persistence even though these long time periods were not explicitly corrected. This is due to the fact that
correcting autocorrelations at a certain time lag affects autocorrelations at longer time lags (i.e., lag-1 correc-
tions of q assuming a Markov order 1 model will also modify the lag-2 correlations to q2, and lag-i correlations
to qi). In the analysis we therefore focus on periods of 24–60 months as described in section 2.2.
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2.4. APS Verification
The APS metric was verified using four
tests to confirm its ability to capture
long-term persistence characteristics.
First, a synthetic time series lacking all
persistence characteristics was derived,
for every grid cell, through bootstrap-
ping observations while maintaining the
seasonal rainfall cycle. This synthetic
time series, when compared against
observations in the APS, showed, as
expected, all land cells exhibiting less
persistence than observations, and
therefore, the APS score was entirely
negative, in this case
APSabs 5 APSneg 5 172. This shows that a
lack of persistence is identified in the
APS through very large negative values.

Second, we compare the persistence attrib-
utes the APS identifies in the observations
to both the Hurst exponent and also
regions of recorded precipitation persist-
ence in the literature. To do this we need to
calculate a modified APS as the standard
formulation compares a model against an
observed data set, whereas in this case we
are only interested in measuring persist-
ence in a single observational data set. The
modified formulation is defined as the dif-

ference between the observed S(i) and 95% confidence interval value, divided by the confidence interval width (Bi).
This measures where the observed S(i)s are above the range of the no-persistence case and are statistically signifi-
cant at the 90th percentile. The Hurst exponent was calculated from the fArma R package (version 3010.79, available
at http://cran.r-project.org), using the aggregated variance method and the same number of aggregation periods as
the modified APS. As a relatively short time period was used, the Hurst exponent was estimated using monthly data,
rather than just the annual mean. This was achieved on a cell-by-cell basis by removing the mean and dividing by
the standard deviation for each month separately. The comparison of the modified APS and the Hurst exponent for
the observations, Figure 3, shows that the modified APS and the Hurst exponent identify very similar global patterns
of persistence in the observational data set. We see that the shaded areas in both figures correspond well, with
regions of persistence being identified by both the modified APS and the Hurst exponent (where H> 0.5). The Hurst
exponent does identify more regions of persistence in the observations than the modified APS (see Figure 4 for
more on this). From this result we conclude that the modified APS is indeed identifying similar characteristics of
long-term dependence in the observed precipitation record as the Hurst exponent. The results in Figure 3 were also
compared against literature on ENSO patterns and interannual rainfall variability. Similar features to other studies
were identified including peaks over the Andes, Greenland, Indonesia, and the Amazon [Johnson et al., 2011] and
recorded persistence in central Australia consistent with findings from Ronchail et al. [2002].

A scatterplot of the modified APS and the Hurst exponent, Figure 4, shows reasonable correlation between
the two metrics. Cells with (or without) low-frequency variability are identified by values above (or below)
0.5 or 0 on the Hurst exponent and modified APS scale, respectively. Although there is scatter between the
two metrics, a trend showing correlation exists, particularly in the quadrant where persistence is identified.
The Hurst exponent is more likely than the APS to identify persistence attributes in the observations result-
ing in a potential underidentification bias when using the modified APS. The converse bias is smaller.

Finally, we endeavored to present a more tangible indicator of persistence (or its lack thereof) in a water
resources application context. The sequent peak algorithm [Potter, 1977], which is commonly used in water

(a)

0 1  2 3 > 4

(b)

0.5 0.6 0.7 0.8 0.9 1.0

Figure 3. Mean observed persistence using (a) modified APS formulation, by cal-
culating the difference between the observation’s standard deviation (S(i)) and
the 95% confidence value, divided by the confidence interval width, and (b) the
Hurst exponent> 0.5 using the aggregated variance method after deaseasonaliz-
ing the series in each cell by removing the mean and dividing by the standard
deviation for each month separately. Stippling in Figure 3a indicates regions of
statistically significant persistence at the 90% level.
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reservoir design, was used to calculate the
largest deficit volume produced and com-
pare between regions of persistence oversi-
mulation, normal simulation, and
undersimulation. We expect this calculation
to show that when the APS is negative (posi-
tive) and the persistence is undersimulated
(oversimulated) that the estimated storage
using the GCM simulations will be lower
(higher) than when estimated using observa-
tions. This is demonstrated through using the
mean rainfall for each cell as demand and
the CSIRO_MK3_5 GCM. We found that a grid
cell in the Amazon Basin, where the APS indi-
cates that the GCM is underrepresenting per-
sistence, had an observed storage value of
3740 mm, much higher than the GCM value
of 2550 mm. In a grid cell over Australia,
where the APS indicates that the GCM has
overpersistence, the observed value of 650
mm was much smaller than the storage of
1520 mm coming from the GCM simulation.
Finally, the storage values in a grid cell in
which the APS identifies that GCM persist-
ence was similar to observed had a small
storage difference of approximately 5%

between observations and GCM (see Table 1 for further results). These final results verify that the APS is
able to identify changes in largest deficit volume resulting from persistence attributes in rainfall.

Now that we have verified that the APS identifies persistence characteristics in rainfall in a manner consistent
with our expectations and usage in a water resources context, we compare the APS results from the GCMs con-
sidered for our study. We show results for the variability between GCMs with the aim to highlight how critical
the choice of GCM is if persistence is important in the impact assessment application. We then address the
change in persistence biases over increasing aggregation periods to show the need for applying bias correction
to multiple time scales when interannual variability is an important consideration. We show that some GCMs
can simulate correct persistence at some time scales but fail to simulate it at others. Finally, a multimodel mean
and global comparison and ranking of models is performed to indicate good agreement in GCM performance
of persistence over particular regions. These final results also identify systemic biases associated with GCMs
that could be considered to improve GCM performance.

3. Results

3.1. Inter-GCM Variability
We first present results showing variability between GCMs for the average across all aggregation periods (i.e.,
from 24 to 60 months). Results are shown for six GCMs, CCCMA_CGCM3_1, CSIRO_MK3_5, MPI_ECHAM_OM,
MIUB_ECHO_G, GISS_EH, and MRI_CGCN2_3_2, which demonstrate a range of skill and highlight regions

0.0 0.2 0.4 0.6 0.8 1.0

0
2

4
6

Hurst Exponent 

M
od

ifi
ed

 A
P

S

Figure 4. Scatterplot showing the relationship between the Hurst exponent
and the modified APS on the observational data. The modified APS formu-
lation is calculating as the difference between the observation’s standard
deviation (S(i)) and the 95% confidence value, divided by the confidence
interval width. Long-term persistence is identified when the APS is greater
than 0, or the Hurst exponent is greater than 0.5.

Table 1. Comparison of Maximum Storage Values Over Particular Cells for Observations and GCM Simulations Using the Sequent Peak
Algorithm.

Coordinates Domain Observed Storage (mm) GCM Storage (mm) Storage Representation

112�N, 42�S USA 1210 1280 Equal
124�N, 22�S Amazon 3740 2550 Under
50�N, 14�S Australia 650 1520 Over
34�N, 40�S Himalayas 290 430 Over
12�N, 18�S Africa 2690 1640 Under
130�N, 55�S Iceland 604 103 Under
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where persistence is typically misrepresented. Full results from all 23 GCMs are provided online as supporting
information. Stippling identifies cells where the observed S(i)s lie outside the no-persistence confidence inter-
val for more than 90% of aggregation periods, as is the case in Figure 1. These stippled regions have statisti-
cally significant persistence in observations and are thus areas where it is important for GCMs to correctly
represent persistence. Conversely, in unstippled regions, it is important that GCMs do not overestimate per-
sistence compared to observations. For all cells, stippled or unstippled, an APS value close to zero indicates
that the GCMs have correctly simulated the observed persistence.

3.1.1. GCM Results
GCM average APS results shown in Figure 5 reveal several regions of persistence underestimation. Regions
where persistence is undersimulated are widespread. Undersimulation is common over the Amazon basin,
central Africa, north India, as well as Greenland and shows a similar pattern to the regions identified in Fig-
ure 3. Globally, the APS averaged over all GCMs (see Figure 9) has a negative score covering 64% of land
cells and an APSneg of 65.3. This compares with the positive APS which is localized to 5% of cells but pro-
duces a GCM-averaged APSpos of 3.3. In this analysis APS values between 20.25 and 0.25 were considered
too close to zero to contribute to the positive or negative land area percentages. Undersimulation of per-
sistence has greater implications in hydrological assessments, as it potentially leads to the underdesign of
water resources infrastructure. Many regions dominated by undersimulation coincide with the stippling
identifying that persistence is statistically significant in the observations. Conversely, oversimulation areas
are typically not stippled, revealing that GCM simulations are introducing too much persistence in these

(a) cccma_cgcm3_1

70.8
6.8
64

 Abs
Pos

 Neg
(11%)
(59%)

(b) csiro_mk3_5

68.6
9.7
58.9

 Abs
Pos

 Neg
(15%)
(56%)

(c) mpi_echam_om

66
7.9
58

 Abs
Pos

 Neg
(12%)
(57%)

(d) miub_echo_g

75.3
3.7
71.6

 Abs
Pos

 Neg
(6%)

(70%)

(e) giss_eh

71.5
6.6
64.9

 Abs
Pos

 Neg
(10%)
(66%)

(f) mri_cgcn2_3_2

70.6
4.1
66.5

 Abs
Pos

 Neg
(6%)

(68%)

< −2 −1  0  1 > 2

Figure 5. Six selected GCM APS from 24 to 60 months. Stippling indicates regions of statistically significant observed persistence at the 90% level. ‘‘Abs’’ represents the absolute value of
the APS, and ‘‘Pos’’ and ‘‘Neg’’ represent the positive and negative components of the APS. (a) CCCMA_CGCM3_1, (b) CSIRO_MK3_5, (c) MPI_ECHAM_OM, (d) MIUB_ECHO_G, (e) GISS_EH,
and (f) MRI_CGCN2_3_2.
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regions. Apart from these regions with consistent APS, there is substantial variability across most other
regions. Finally, comparing the APS values in Figure 5 reveals that MPI_ECHAM_OM has the lowest APSabs of
6, and MIUB_ECHO_G the highest with 75.3, CSIRO_MK3_5 has the highest positive score indicating it over-
estimates persistence compared to MIUB_ECHO_G which has the greatest negative APS and hence, highest
level of undersimulation of rainfall persistence.

3.1.2. GCM_NBC Results
GCM_NBC APS results (Figure 6) show an improvement over the original GCM simulations in terms of reduc-
ing both the undersimulation and oversimulation of persistence characteristics. Regions of underpersistence
and overpersistence simulations in the GCMs have declined and now match observations more closely. After
NBC (see Figure 9) the APSpos reduces to 2.7 with 2% of cells showing oversimulation, and APSneg to 14.3
with 19% of cells being undersimulated. Some of the remaining low APS values are attributed to the fact
that NBC is unable to correct higher standardized moments, namely, the skewness and kurtosis. Grid cells in
northern India and the western coast of South America and in the MRI_CGCN2_3_2 GCM over the Sahara
and the Arabic Peninsula are penalized by their misshapen rainfall distributions. It is worth noting that some
of these biases occur in regions where GPCC station density is low (see http://kunden.dwd.de/GPCC/Visual-
izer) such as the arid regions of Australia, the Sahara, and the Arabic Peninsula, and this aspect may also
influence the result.

3.2. Aggregation Period Variability
Thus far APS results have been presented for the average of the aggregation periods to highlight differen-
ces between GCMs and between different postprocessing options. Now, we assess the APS over different
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Figure 6. Same as Figure 5 except for showing GCM_NBC results.
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aggregation periods to compare changes in persistence attributes at varying time scales. We note that vari-
ability contained in shorter aggregation periods is also present in longer time periods meaning the aggre-
gation periods are not independent. For simplicity we assess a sample GCM, in this case the CSIRO_MK3_5,
to illustrate the difference between 2 and 5 year aggregation periods (Figure 7). In each case we see that
persistence attributes change over aggregation periods. In general, there is a slight intensification of the
negative APS and a reduction in the positive APS when we move from 2 to 5 year aggregation periods.

Figure 8 shows the SD values for GCMs as a function of aggregation periods for three individual cells and
their associated trend line, illustrating the variability of the SD over the 37 aggregation periods. These cells
were chosen randomly from the selection of cells portraying declining, stationary, and increasing trends
within their APS. First, it is noted that substantial fluctuations in Figure 8 are a result of differences in the
timing sequences of rainfall events between the two time series, producing misaligned increases in the S(i)s
and subsequently in the SDis. The green line shows increasing APS values that approach zero as we move
from 24 to 60 months. This indicates that the GCM is able to better simulate the persistence observed at
longer time scales. The blue line shows a cell with a stable average value of the SD over the aggregations,
and thus, the GCM is consistent in its representation of simulating persistence at different time scales. The
red line shows persistence reducing past zero and deteriorating from the 24 to 60 month periods. What are
the implications of the changing SD values over time scales? Depending on the hydrological application, it
might be important to look at specific lengths of time to determine if persistence attributes are being well
represented. For example, if the 3 to 7 year ENSO cycle is well simulated in ENSO dominated regions, then
this will be represented by small SD values for the corresponding aggregation period. Conversely, poor SD
values for longer time scales may indicate that postprocessing corrections should be applied to ensure
impact assessments are useful.

3.3. Multimodel Mean
Multimodel means can be used to identify geographic regions of similarity among the majority of GCMs
[Knutti et al., 2010], and in this case we use the multimodel mean to identify precipitation persistence bias.
Figure 9 plots the global APS for the equal weighted multimodel ensemble mean which shows good repre-
sentation of persistence characteristics over several land areas, including Europe, most of Australia, east
North America, and some of South America. These GCM regions, on average, show good correspondence to
the observational data set. Very slight regions of oversimulation occur over India, parts of Europe, USA, and
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Figure 7. (a, b) GCM and (c, d) GCM_NBC aggregation period APS for CSIRO_MK3_5 showing (a, c) 24 and (b, d) 60 month aggregation periods. ‘‘Abs’’ represents the absolute value of
the APS, and ‘‘Pos’’ and ‘‘Neg’’ represent the positive and negative components of the APS.
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East Asia. Systemic persistence undersimu-
lation is present in the following key areas:
Amazon basin, central Africa, north India, as
well as Greenland. This persistence bias
may point to systemic rainfall errors across
multiple GCMs resulting from similar model
simplifications or shortcomings. Possible
causes include inadequate representation
of spatial detail due to coarse spatial resolu-
tion [Fowler and Wilby, 2007; Wilby and Wig-
ley, 1997], improper parameterization of
rainfall or convective schemes [Goddard
et al., 2001; Xu, 1999], or errors in rainfall-
producing variables [Warner, 2010]. Alterna-
tively, this bias could be a result of inaccu-
rate persistence representation in the
observational field (often due to low-
density gauge stations, such as in Green-
land) which is discussed in section 4.2.

3.4. Global Comparison
As a final step in our analysis, in order to
assist users in choosing a subset of GCMs
that show good persistence attributes, we
used the APS metric to assess the relative
performance across GCMs in their ability to
capture the persistence noted in observed
records. Rankings for the global APSabs

were estimated and results are shown in
Table 2. Here we see the APS for each GCM
and corresponding rank when compared
against all GCMs. First, it is clear that the
reduction in the mean APS is substantial
after NBC, reducing from 71.0 to 21.6 for
the NBC case, but the range (the difference
between the maximum and minimum)
across the GCMs has decreased only
slightly from 11.2 to 10.0 in NBC. The
UKMO_HADCM3 and INMCM3 are the best
overall performers with a good rank in both
cases. The worst performing GCMs are
INGV and NCAR_PCM1 which perform
poorly when using both GCM and
GCM_NBC simulations.

4. Discussion

The APS has been used to identify numerous
regions where GCM persistence characteristics match up to the observations. The APS was also able to iden-
tify widespread regions where this was not the case and the GCM persistence is not the same as the obser-
vations. In this section we discuss possible causes of persistence bias in the results.

4.1. Persistence Underestimation and Overestimation
The underestimation of persistence characteristics, where GCM standard deviation increases slower
than observed standard deviations, is a result of either GCMs undersimulating or observations
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Figure 9. Equally weighted multimodel mean APS for (a) GCM and (b)
GCM_NBC. Stippling indicates regions of statistically significant observed
persistence at the 90% level. ‘‘Abs’’ represents the absolute value of the APS,
and ‘‘Pos’’ and ‘‘Neg’’ represent the positive and negative components of the
APS.
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Figure 8. Scaled deviance (SD) values (solid lines) over 24 to 60 month
aggregations and corresponding trend lines (dashed lines) for three cells
(green: USA (52�N, 274�E), red: Brazil (29�N, 257�E), and blue: USA (49�N,
2112�E)) using original GCM output.
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overcapturing, the range of rainfall variability. As discussed previously, the robustness of modeling
hydrological systems which are dependent on low-frequency variability is dependent on a precise rep-
resentation of persistence. Areas of underestimation may result from simulated rainfall variability not
capturing the full range of rainfall extremes present in the observed record leading to the underde-
sign of engineered structures. Oversimulation of persistence occurs in regions where GCM standard
deviation increases are greater than observed standard deviations, caused by either GCMs oversimulat-
ing or observations failing to capture, the full rainfall variability range. While this is theoretically possi-
ble, it was seen to occur over few cells across few GCMs, and often over cells where observed
persistence is low.

Understanding the processes which lead to these persistence anomalies may provide important insight into
the factors that control longer-term precipitation drivers and the associated large-scale ocean-atmosphere
coupling in climate models. One example of how persistence attributes might be developing bias is
through the misrepresentation of large-scale atmospheric cycles such as ENSO, IPO, and IOD. An analysis of
how these cycles influence precipitation persistence has not been undertaken but may reveal insights into
additional limitations of using CMIP3 or future GCMs for assessing climatic changes in hydrological systems.
Alternatively, the bias may result from poorly simulated large-scale flow which in turn provides unrealistic
forcing for regional convection, or deficiencies in the parameterizations of convection or other processes
affecting rainfall [Bollasina and Ming, 2013].

4.2. Sensitivity of Results to APS Assumptions
The APS provides a method for comparing persistence between GCM simulated and observed variables
over a range of temporal scales. This metric is concise, conceptually easy to understand, and straightforward
to compute and compare across space; all attributes identified by Guilyardi et al. [2009] that define a good
GCM performance metric. However, the APS has a number of limitations and assumptions and the impacts
of which are important to understand.

The APS is sensitive to the period of record of both the observed and simulated data series, but it was found
that the spatial patterns of GCM performance were similar when shorter periods of record were analyzed.

Table 2. Global Absolute Aggregated Persistence Score (APSabs) and Rank for the 23 CMIP3 GCM Precipitation (GCM) Simulations and
Nested Bias-Corrected GCM Precipitation (GCM_NBC) Simulationsa

GCM GCM_NBC

Model Name APSabs Rank APSabs Rank

BCCR 74.1 19 20.6 10
CCCMA 70.9 11 20.3 7
CNRM 76.1 22 21.5 15
CSIROMK3.0 71.2 12 20.7 11
CSIROMK3.5 68.5 5 23.3 19
MPI 65.9 2 21.0 13
MUIB 75.2 20 19.7 4
GFDL2.0 67.0 4 21.4 14
GFDL2.1 69.0 6 24.7 22
GISS 70.2 8 22.4 17
GISS_EH 71.4 13 18.7 1
GISS_ER 71.8 14 19.1 2
IAP 71.9 15 22.9 18
INGV 72.0 16 28.7 23
INMCM3 66.7 3 20.3 7
IPSL_CM4 69.1 7 23.4 20
MIROC3_2_HIRES 72.5 18 20.2 6
MIROC3_2_MEDRES 75.2 20 20.4 9
MRI 70.4 9 24.1 21
NCAR_PCM1 76.5 23 22.2 16
NCAR_CCSM3 72.2 17 20.1 5
UKMO_HADCM3 65.3 1 19.4 3
UKMO_HADGEM1 70.4 9 20.7 11
Mean 71.0 21.6
Range 11.2 10.0

aThe mean and range of the APS are also shown.
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The fingerprint of the global distribution of APS is almost identical when assessed for different time periods
so long as there are enough data points for a representation of the persistence characteristics. The magni-
tude of the APS, both positive and negative, slightly reduces with longer data records. As data are monthly
aggregated there is no influence from the daily biases resulting from the overrepresentation of drizzle and
the underrepresentation of heavy rainfall events [Giorgi and Mearns, 2002; Goddard et al., 2001; Ines and
Hansen, 2006; Sun et al., 2006] simulated by GCMs. If daily data were used in this same way, these biases
would need to be investigated.

The APS formulation is dependent on the comparison data set, and choice of this data set will modify the
results obtained by this metric. The GPCC Full Data Product Version 5 is one of a limited number of data
sets which could be used in this analysis due to its long-term extent, quasi-global spatial distribution, and
quality controlled nature (see Tapiador et al. [2012] for others). This particular data set has been constructed
to be optimized for homogeneity in time and for application in climate variability studies [Tapiador et al.,
2012] which makes it a prime data set to use in this analysis. Furthermore, data set uncertainties and limita-
tions including sampling properties (frequency and station density), measurement equipment, precipitation
characteristics, topography, and gridded construction techniques (e.g., filtering, interpolation, and homoge-
nization) can create uncertainties which affect the result. Several studies have addressed the implications of
some of these uncertainties on precipitation products (for example, a good starting point is Chen et al.
[2002]), and here we only address two of the main limitations regarding station density and location.

The location of many of the large biases are in areas where precipitation measurements are most challeng-
ing due to the orographic nature of precipitation and/or difficulties with mixed phase precipitation mea-
surement. These challenges occur in mountainous areas and higher latitudes. Additionally, the irregular
distribution of stations plays a role on the magnitude of the persistence biases identified in the results. Lati-
tudes below 60�S were removed from the analysis due to station scarcity, and this could have been
extended to the northern Polar Region as well, to exclude regions such as Greenland, which also suffer from
station scarcity. The results for areas with low station density are not considered as robust as areas with a
more developed station network.

Other issues in the quality of the data sets which have not been investigated here might be influencing the
results. It is quite possible that nonstationarity or nonhomogeneity in either GCM or observed data sets con-
tributes to the difference in persistence attributes. The effect of these two classes of inconsistencies will
impact on the persistence attributes calculated by the APS.

This performance metric should be used within a framework of addressing other important rainfall charac-
teristics. For example, even the GCMs with the best APS values might produce unreliable simulations of
other rainfall attributes important for hydrological applications. It is important to validate the chosen GCM
for each assessment through a suite of performance metrics, of which persistence is addressed here. We
also note that better reproducibility of persistence in the current climate does not indicate better model
performance for future climates; although improved performance can give confidence that the model is
simulating systems which are necessary for good future simulations.

Finally, it is difficult to say in this analysis whether a given oversimulation or undersimulation of persistence
relates to the GCM or to the observations as the formulation of the APS is based on a comparison of these
two data sets.

4.3. Comparison With Hurst Exponent
Section 2.4 showed a comparison of the Hurst exponent with the modified APS for the observed record and
showed that there was reasonable correlation between these two metrics. We now compare the Hurst
exponent calculated from GCM data with the APS. At this stage we use the full formulation of the APS and
so need to similarly calculate the differences between two Hurst exponents to form a valid comparison. Fig-
ure 10 shows scatterplots comparing the Hurst exponent difference and the APS for two GCMs (results for
all of the selected GCMs are available online as supporting information) both before and after applying
NBC. In Figure 10, as with the normal APS formulation, the metric identifies if the GCM simulation contains
more persistence than the observations if it is greater than zero. Conversely, when the metrics are negative
there is less persistence in the GCM simulation than the observations. This is also the case for the Hurst
exponent difference. There is more scatter between the two metrics when they both identify an
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undersimulation of persistence in the
GCMs. The metrics biases are revealed
when, for the same point, one of the
metrics is positive and the other negative.
Figure 10 shows that there is roughly
the same number of points in each of
these cases, indicating similar biases. After
NBC we see a much tighter grouping of
the data along the APS axis with little
change in the Hurst exponent. This incon-
sistency in the way NBC affects the met-
rics is likely attributed to the differences in
time scales in which the metrics identify
persistence attributes. With the maximum
nesting period of 1 year used in this
assessment we do not see an improve-
ment in the Hurst exponent. It is sus-
pected that longer nested time scales are
required to produce better outcomes for
the Hurst exponent, as the exponent is a
measure of overyear storage. Readers are
referred to Mehrotra and Sharma [2012]
for an illustration of the use of NBC with
longer nesting, and the corresponding
improvements in long-term drought-
related statistics.

5. Conclusions

Interannual rainfall variability is an important hydrological characteristic often overlooked in hydrological
assessments using GCM output. This study identifies a metric, the APS, which is used to determine GCM per-
formance in simulating persistence characteristics from the observed record. This metric improved over
existing techniques through allowing direct comparison of persistence at multiple time scales, using short
monthly data sets via a conceptually simple methodology.

The APS was used to identify spatial patterns between GCM output and NBC postprocessed GCM output.
The uncorrected outputs revealed substantially varied GCM simulations of rainfall persistence. This study
found systemic regional biases, particularly an underrepresentation of persistence in the GCMs compared
to the observations. We note that the APS does not identify whether the persistence biases are a result of
biases in the GCM simulations or errors in the observational data set used in the comparison.

GCM persistence results after addressing bias in the low-frequency variability attributes of the simulated
series as corrected using the NBC procedure were found to adhere closer to the observed data. We found a
substantial improvement in the representation of persistence averaged over the globe, post-NBC. When
using GCM data for hydrological purposes in these areas of improper representation, it is important to note
the lack of persistence characteristics and identify potential implications for this mismatch with the
observed data. The APS shows bias-corrected simulations that lead to more viable representations of rainfall
persistence when used in hydrological simulations. There are however biases that remain post-NBC, where
the precipitation measurements are less reliable like over sparsely rain-gauged (e.g., deserts, Amazon, and
higher latitudes) or over mountainous (e.g., Himalayan slopes and the Andes) areas. In addition to the mod-
els inability to capture persistence characteristics in precipitation, there are observational challenges over
these areas as well.

The challenge for future work is twofold. First, there is a need to improve GCM representation of rainfall,
particularly persistence attributes. This might be performed through advanced parameterization schemes,
finer model spatial resolution, and the improvement of model teleconnections that can drive rainfall
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Figure 10. Scatterplot comparing the Hurst exponent difference with the APS
for two GCMs, CCMA_CGCM3_1 and CSIRO_MK3_5, both (a, b) before and (c, d)
after applying NBC. Two Hurst exponents were calculated, one for the GCM and
one for the observations, and their difference was taken. Overrepresentation
(and underrepresentation) of persistence in each metric is identified with values
greater (less) than zero.
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persistence. The second component involves the improvement and deployment of bias correction techni-
ques of GCM output, which explicitly correct for low-frequency variability that can be used in regional cli-
mate downscaling to improve the representation of persistence attributes and hence regional floods and
droughts. Solving these challenges will not only develop our understanding of precipitation patterns in a
changed climate but also improve our understanding of the changing risks of floods and droughts.
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